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Introduction

Protection of data and securing of data can be two opposing goals.  Data is protected from loss but secured from unwanted access.  The best way to protect information is to make several copies; the best way to secure information is to avoid writing it down at all.  It therefore would be beneficial to determine a method of securing data that also protects it from loss.
One such method might be steganography, the hiding of information so it does not even appear to exist.  The standard example of early steganography is the ancient Greek messengers who tattooed secrets onto their shaved heads, then let their hair grow back so they could pass checkpoints without raising suspicion.  A more modern use of steganography is to hide information from one file in the contents of another file.  For example, a casual third-party observer sees little if any loss of quality when the least significant bits of an image or audio file are replaced with data from a text file.
Another proposed use of steganography is a Unix file system which protects its contents by concealing their very existence.  Faced with such a system, an attacker who does not possess a filename and the password for accessing it cannot even determine whether the file is present.  Even if a skilled attacker has unlimited access to a computer and understands it completely, a steganographic file system allows the data owner to plausibly deny that any files are hidden.  If it is impossible to prove that files remain hidden on a disk, an attacker might be less tempted to look for them or to coerce the owner into revealing them (as might happen if the files simply were encrypted).  This paper explains the basic requirements and desirable properties of a steganographic file system.  It then describes StegFS, one implementation of such a file system, and highlights some of the ways StegFS addresses the requirements of a steganographic file system.
Properties of a Steganographic File System
A steganographic file system must meet three basic requirements.  First, like any file system, it must be able to manage the storage of files on a disk.  Second, it must provide a mechanism for hiding files.  This allows a user to plausibly deny the number of files stored on disk.  Third, it must provide a mechanism for accessing files that have been hidden.  In addition, to be truly effective, a steganographic file system should exhibit the following traits:

1. Deletion of both hidden and non-hidden files would lead to secure destruction.  This way, deletion of hidden data would look just like deletion of non-hidden data.  Suspicion would arise if only hidden files were replaced with random characters after deletion.  Furthermore, encrypted data usually consists of random characters, so suspicion also would arise if some sections of a disk contained random characters and some sections contained the remains of deleted plaintext.  For all of these reasons, replacing non-hidden files with random data would help to hide the presence of hidden files.

2. Write access to hidden files between inspections by an attacker would look much like the creation and deletion of non-hidden files.  Otherwise an attacker would know that hidden files have been accessed.

3. Hidden files would share the same partition as normal files.  Suspicion might arise from the presence of a separate area on a disk just for hidden files.

4. The existence of hidden data would not impair the reading and writing of non-hidden data.  This means that no blocks would be explicitly reserved for the secure file system.  Of course, this also means that there would be a danger of hidden files being overwritten.  It would be preferable if hidden files were not overwritten by non-hidden data, but there is no way to protect blocks from being written to without raising suspicion.

5. The steganographic file system would behave just like a normal file system once access is gained to the secure files.  For example, after providing the name of a hidden file and the key or password for accessing it, the user would be able to use any standard software application to read from and write to the file.  In a Unix environment, commands like grep, ln, sed, and awk would perform just as they would for regular files.

6. The fact that steganography is being used on a machine would be concealed, or if this is not possible, there would at least be a plausible justification for the presence of such a file system.  One possible approach to the first scenario would be to conceal the existence of the driver for the hidden file system, perhaps by attaching it like a Trojan Horse to some other application.  A possible approach for the second scenario would be to make steganography (and cryptography) standard tools on all systems.

7. Non-hidden files would remain accessible even if the driver for the steganographic file system is removed from the system.

8. There would be several layers of plausibly deniable access.  If the driver cannot be hidden, this is especially helpful.  This would allow the owner of the data to reveal lower levels of secure files and perhaps compromise moderately sensitive data without providing any means of proving that higher levels of security exist.

9. There would be few if any performance issues when writing to or reading from a file.  In other words, a steganographic file system would perform nearly as well as a regular file system despite all the extra overhead of encrypting data and hiding it on the disk.


Of course, different implementations of steganographic file systems might behave quite differently from one another, but any implementation should at least consider these points in order to be effective.  To understand how these points might be addressed in a real application, it is useful to examine the design of one such file system, StegFS.

StegFS is an implementation of a steganographic file system for the Linux operating system, inspired by a construction proposed by Anderson et. al (1998), but with several practical improvements.  StegFS works closely with a slightly modified version of the driver for the Second Extended File System (Ext2fs), a standard Linux file system (Fig. 1, from McDonald and Kuhn).  StegFS contains the full functionality of Ext2fs and behaves almost exactly like Ext2fs when no hidden security levels are open.  To create a StegFS partition on the disk, there first must be a regular Ext2fs partition on which to create it.  If the StegFS driver is ever removed, the Ext2fs partition will continue to behave normally.
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Fig. 1. The StegF'S driver in the Linux kernel offers an alternative to the normal
Ext2fs driver and includes its full functionality.





The Second Extended File System 

To understand the design of StegFS, it is important first to understand the design of Ext2fs and review important terminology and concepts dealing with file systems in general.  The first important thing to understand about Ext2fs is that it divides the physical disk into pieces called blocks.  A block is the smallest unit of space on the disk that can be allocated or marked as used or free.  The size of each block, usually 1024 bytes, is determined when the file system is created.  A fixed number of sequential blocks are gathered together to form block groups.  

Within each block group, most of the blocks are used for storing data from files.  These blocks are called data blocks.  In addition, some blocks are set aside for special purposes.  For example, a portion of each block group is set aside for inodes.  The numbers corresponding to these inodes can be determined by the number of the block group.  Likewise, the location of a particular inode on the disk (that is, the block group in which it is located) can be determined by the inode number.  A portion of each block group also is set aside for a block allocation bitmap table, or block bitmap.  This table contains one bit (set to 0 or 1) for every data block in the block group.  A portion also is set aside for an inode bitmap table, which contains one bit for every inode in that block group.  These bitmap tables help the file system determine which blocks and inodes in that block group are free and which have been allocated.  Finally, each block group also contains redundant copies of important file system control information.  This makes it possible to recover a file system if the primary superblock becomes corrupted.

Another important Ext2fs concept to understand is that of an inode.  As mentioned above, an inode is just a special type of block on the disk.  An inode block contains information about one particular file, along with pointers to the data blocks that store the contents of that file.  Every inode is numbered, and every file is assigned its own unique inode number to identify the inode for that file.

The way the Ext2fs file system locates a file on disk is by looking up the filename and inode number in a directory file.  A directory file in Ext2fs contains the names of the files in that particular directory, the type of each file, and the inode number for each file.  Once the inode number is identified, Ext2fs looks in the inode to find pointers to the data blocks where the file is stored.  When a file is deleted, the inode for the file and the data blocks that stored its contents are marked as unallocated (in the inode bitmap table and block bitmap table, respectively).  They then are free to be used by other files.  Normally, nothing actually gets erased from the disk.  Instead, a new file eventually overwrites the data in those blocks.

Having gained a basic understanding of Ext2fs, we now can examine the design of StegFS.  Since StegFS basically is just an extension of Ext2fs, many of the terms and concepts will be very similar to those just discussed.

A Steganographic File System: StegFS

Recall from above that a steganographic file system must meet three basic requirements: it must be able to manage the storage of files on a disk, it must provide a mechanism for hiding files, and it must provide a mechanism for accessing files that have been hidden.  We will discuss each of these in turn.


Perhaps the first thing to understand about the way StegFS manages the storage of files on disk is that it makes use of blocks on the disk but does not make use of block groups.  For this reason, there are no blocks in the StegFS file system set aside for special purposes.  Inodes are not limited to particular blocks on the disk.  Bitmap and inode allocation tables do not exist.  Because of all these things, StegFS must use a different mechanism to manage the storage of files on the disk.  This mechanism is the StegFS block table.


The block table in StegFS is a regular, non-hidden file that contains one entry (128 bits long) for every block on the disk.  This block table is present whenever the StegFS driver is installed on a machine, whether StegFS is being used or not.  The table serves several functions.  For one, it acts as both a block allocation bitmap and an inode allocation bitmap.  If any one of the first 47 bits of an entry is not set to 0, the file system knows that the corresponding block is not in use for either purpose.  However, if the first 47 bits all are set to 0, things change.  In this case, if the 48th bit also is set to 0, this means the corresponding block is a data block currently in use by StegFS.  If the 48th bit is set to 1, the corresponding block is being used as an inode.  If the corresponding block is being used as an inode, the last 32 bits of the entry for that block will provide the inode number for the inode in that block.

The block table also is used to check the integrity of hidden files on the disk.  If the block is being used as a data block, bits 49 through 96 in the entry for that block are used to determine a checksum for the data stored in that block.  This checksum is very important to StegFS because there is no way to prevent blocks containing hidden data from being overwritten by non-hidden files.  Doing so would give away the fact that the block contains hidden data.  Because of this, whenever a hidden file is written to disk, StegFS makes several copies of that file at random locations on the disk.  Of course, this introduces other management issues.


One issue related to the copying of files on the disk has to do with inodes.  Recall that in Ext2fs, an inode contains information about a file along with pointers to the blocks that store the data for that file.  In StegFS, an inode also contains information about a file.  However, instead of pointing to one set of blocks, a StegFS inode contains pointers to every block containing a copy of the data for that file.  Another management issue related to inodes is that the inodes themselves have to be hidden to avoid revealing information about a hidden file.  Furthermore, because the inode is hidden, there is a danger that the block containing the inode could be overwritten by non-hidden data.  This means that the inode for a file also has to be duplicated.  StegFS handles this by creating, for every inode, several entries in the block table.


Now that we understand how StegFS manages the storage of files on the disk, we can look at how StegFS allows data to be hidden in one of 15 separate security levels, with 1 being the lowest and 15 being the highest.  For each of these security levels there is a pass phrase that gives access to that and every lower level, and every hidden file on the system belongs to one of these 15 levels.  The hidden files are stored in directories such as /stegfs/1/, /stegfs/2/, etc., which are only available when the given security level has been opened.  When the user creates a new hidden file in one of these directories, StegFS first encrypts that file using the key for that security level.  StegFS then uses a random number generator to determine the first block on the disk that will be allocated for the first copy of that file.  Assuming the file spans more than one block, StegFS will try to store that file in sequential blocks as much as possible.  Every other copy of that file then starts from its own random block somewhere else on the disk, but also is stored in sequential blocks.


The reason why the file is encrypted before being written to disk is two-fold.  The first, and most obvious reason, is to protect the contents of the file from being examined.  The second, and less obvious reason, is that most encryption schemes usually produce output consisting of random-looking data.  Since StegFS fills the empty blocks on a partition with random data at the time the partition is created, there is no way for an attacker to differentiate between random data and encrypted data on the disk.  Furthermore, when StegFS is running, deleted regular files are overwritten with random data, so even those blocks look the same as all the others.


Before StegFS actually allocates a block to a hidden file or inode, it first checks the Ext2fs bitmap to see if that block is already being used by a non-hidden file.  If it is not, it checks its own block table to see if the block is being used by a file in an equal or lower security level.  Since the entries in the block table are encrypted with the same key as the data in the corresponding block, and because entries corresponding to empty blocks consist of random data, there is no way to determine if the block is being used by a file in a higher security level.  If no conflicts are found, the encrypted data are written to that block and an encrypted entry containing information about the data in that block is made in the block table.


In order to access a hidden file, the user first must provide a pass phrase and open the security level under which the file is stored.  When the user then specifies the file to be accessed, StegFS looks in the proper directory file to find the inode number.  Since the block location of StegFS inodes can not be determined by their number alone, StegFS uses its block table to determine the block in which that inode is stored.  If StegFS determines the inode in that block has been overwritten (i.e. does not match the checksum), it looks for the next copy of that inode in the block table until it finds an inode that is intact.  By examining the inode, StegFS can locate the data blocks that contain the data for that file.  If the checksum test again fails, StegFS examines backup copies of the data blocks until intact data can be found.

Discussion

The design of StegFS meets the three important requirements of a steganographic file system and addresses many of the issues listed in the third section of the paper.  It replaces both hidden and non-hidden files with random data to help hide the presence of hidden files and to make hidden files appear as non-hidden files that have been deleted.  Hidden files share the same partition as normal files.  No blocks are explicitly reserved for the secure file system, so the existence of hidden data does not impair the reading and writing of non-hidden data.  Of course, this also means that hidden files can be overwritten.  StegFS addresses this problem by making several copies of the inodes and data blocks for each file.  StegFS also behaves like a normal file system once access is gained to the secure files.  Finally, non-hidden files remain accessible even if the StegFS driver is removed from the system.

StegFS does not conceal the fact that steganography is being used on a machine.  However, it does provide several layers of plausibly deniable access.  This allows the owner of the data to reveal lower levels of secure files and perhaps compromise moderately sensitive data without providing any means of proving that higher levels of security exist.  Furthermore, hardwiring the number of security levels and not making this option configurable allows the user to state that the software forced them to allocate memory for all 15 levels but they are using fewer than that.  It is impossible for an attacker to determine how many security levels are really being used.

Summary
The advantages of a steganographic file system are considerable, considering that an attacker who does not possess the name of a file and the password for accessing it cannot determine whether the file is even present.  Even if a skilled attacker has unlimited access to a computer and understands it completely, a steganographic file system allows the data owner to plausibly deny that any files are hidden at all.

This paper has discussed the use of steganography to create a file system which protects its contents by concealing their very existence.  It explained the basic requirements for a steganographic file system and the expected properties of such a system.  It also described StegFS, one implementation of such a file system, and highlighted some of the ways it addresses the requirements introduced in the first section.  In the future the protection of electronic data will continue to be a priority.  A steganographic file system can be a useful addition to the arsenal of tools already in use around the world.

References

Anderson, Ross; R. Needham; A. Shamir.  “The Steganographic File System.” Lecture Notes in Computer Science.  Volume 1525 (1998): 73-82.  Available at URL:  http://www.cl.cam.ac.uk/ftp/users/rja14/sfs3.pdf (27 Nov. 2004).

Card, Remy; T. Ts’o; S. Tweedie.  “Design and Implementation of the Second Extended Filesystem.”  1995.

URL: http://e2fsprogs.sourceforge.net/ext2intro.html ( 27 Nov. 2004 ).

Kessler, Gary C.  “An Overview of Steganography for the Computer Forensics Examiner.”  Forensic Science Communications.  Vol. 6 (2004).  Available at URL:  http://www.fbi.gov/hq/lab/fsc/backissu/july2004/research/2004_03_research01.htm 
(22 Nov. 2004)

Maney, Kevin.  “Bin Laden's messages could be hiding in plain sight”.  

USA Today 19 Dec. 2001. Available at URL: 

http://www.usatoday.com/life/cyber/ccarch/2001/12/19/maney.htm. ( 27 Nov. 2004 )
McDonald, Andrew.  “The StegFS FAQ.”  18 Feb. 2001.

URL: http://www.mcdonald.org.uk/StegFS/FAQ.txt (27 Nov. 2004).

McDonald, Andrew, and M.G. Kuhn.  “StegFS: A Steganographic File System for Linux.”  Lecture Notes in Computer Science.  Volume 1768 (2000): 463-477.  URL: http://www.cl.cam.ac.uk/~mgk25/ih99-stegfs.pdf (27 Nov. 2004). 

Oxman, Gadi.  “The Extended-2 File System Overview.”  15 Feb. 2000.

URL:  http://omega.sci.univr.it/faq/dz/ext2fs-overview.html.
Verton, Dan.  “Experts debate biggest network security threats.”  USA Today 12 Apr. 2002.  URL: http://www.usatoday.com/life/cyber/tech/cw1.htm.
PAGE  
11

